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evenshtein Dist.

——— Validation Loss

overfitting!

Enhancing Base Model (Pre-Part2)
Best Model Checkpointing & Early Stopping

Construct Dataset (Al, DL, ML)

. Scale Model Size Appropriately

Randomly Shuffle the Dataset

. Set Random Seed to Ensure Reproducibility
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Question-Answering LLM Overview (Part2)

Goal: Develop a Question-Answering LLM with minimal reliance on open-source

Lecture Note 4)@ Topic & Format»@ Topic & FormatA)@

v v | v

NN is neural network. NN is neural network.$ |l<prompt>| Neural Network I<response>| NN is neural network. |
What is Al? It is Artificial Intelligence. What is Al? It is Artificial Intelligence.$ |l<prompt>| What is Al? I<response>! It is Artificial Intelligence.

~ N N

Shakespeare.txt

Used Dataset [Flrst, you know Caius Marcius is chief enemy to the people. Let us kllll

him, and we'll have corn at our own price.

~

Pre-processed Example [ is chief enemy to the ] [ us Kill him, and we'l ] [ e ] [ NN is neural network. ] [ NN is neural network. ] [ Prompt : Neural Network, Response : NN is neural network. ]
Data1 Data1 Data1
Data1 Data2 Data3 . . — .
[ What is Al? ] [It is Artificial Intelligence.] [ What is Al? It is Artificial Intelligence. ] [ Prompt : What is Al?, Response : It is Artificial Intelligence. ]
Data2 Data3 Data2 Data2
....................................................... Part2Ver1 Part2Ver1 o Voo 8 4
Part1 (Sentence-level Pre-processing) (Pre-processing with $) (Pre-processing into prompt and response)
[ Loss ]
Target [ Shifted Prompt I Shifted Answer ] [ Shifted Prompt I Shifted Answer ] [ Masked Embedded Target Response ] [ Shifted Prompt I Shifted Answer ] Target
vhA  vA X vA vA X vA
Cross Entropy ]—)[ Loss ] [ Masked Cross Entropy ]—)[ Loss ] Cosine Similarity Loss x a Masked Cross Entropy ]
Ay Av X Av Av X Av

Model Output [ Shifted Prompt I Shifted Answer ] [ Shifted Prompt I Shifted Answer ] [ Masked Embedded Model Response ] [ Shifted Prompt I Shifted Answer ] Model Output

>

e :
Backward Prop.

Forward Prop.

Part2 Ver.2

Part2 Ver.3

Model Improvements (Ver.2)

1. Make QnA dataset (Total 5GB) 1 BERTScore

. Make dataset with |[<prompt>|, |<response>|
tokens (Total 10GB, Motivated from
Instruction Tuning)

2. Sentence-Level Pre-Processing
(Preserve coherent sentence structure)

ignificantly Improved!

2. Calculate Cross Entropy only on answer part

3. Add Special Token, $ (Focus model on generating good answers)

(Combine question and answer into a

single unit) - Relevance slightly improved oL | | .
_ _ _ Part1 Part2 ver.1 Part2 ver.2 Part2 ver.3
- Model response is not contextually - Model fails with minor prompt changes
relevant to the question (e.g., synonym usage)
ROUGE Score

¢

Add new Metric

- Levenshtein distance and Rouge Score
focus on surface similarity. It can’t evaluate
the semantic alignment

Model Improvements (Ver.3)

¥

1. Add Cosine similarity loss
(Learn Sentence level meaning)
(More robust to minor variations)

2. Add BERTScore

Significantly Improved!

- To evaluate semantic fidelity, |
| used BERTScore, which measures N -
meaning alignment via contextual embeddings Part2 ver.1  Part2ver.2 Part2 ver.3

- Relevance moderately improved




